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Abstract

We introduce an LLM workflow for functional form sensitivity analysis. A researcher estimates
the value of an object of interest by maximizing the fit of a working model to some data. The
working model assumes an arbitrary form for some function. We define sensitivity by how much
it is possible to change the estimate of the object of interest, without compromising fit, by
selecting a different functional form. The workflow first looks for an analytic solution. If it fails
to find one, it approximates the solution via numerical methods that respect the fit constraint
at each step of a solver path. The workflow yields a verifiable lower bound on the in-sample
sensitivity of the researcher’s estimate, and is fast in many practical situations. We illustrate

with an application to the welfare cost of adverse selection in health insurance.

1 Introduction

It seems unlikely that demand functions are linear or logistic, that risk preferences are CRRA,
or that unobservables are Gaussian. Yet, whether because of convenience or convention, such
assumed functional forms pervade modern structural models. As estimated structural models are
often intended to guide theory, policy, or both, it is important to know whether their implications
would be substantively different under other, similarly plausible, functional forms.

In many cases the answer is unknown. Numerically checking sensitivity to all functional forms
in a rich class can be prohibitively difficult. Analytic results characterizing objects of interest across
all forms in a class are not always available. Perhaps for these reasons, the most common approach
to functional form sensitivity analysis for estimated structural models is to report estimates under

a small number of alternative forms, themselves often convenient or conventionalﬂ
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In this paper, we introduce an LLM workflow to assess the sensitivity of a given conclusion
to the form of a given function. The workflow yields a verifiable lower bound on the in-sample
sensitivity of the researcher’s estimate, and is fast in many practical situations. We illustrate with
an application to the welfare cost of adverse selection in health insurance.

Our setup envisions a researcher interested in a scalar object of interest (e.g., consumer surplus)
whose value depends, in part, on the shape of an unknown function (e.g., a demand function). The
researcher specifies a working model that restricts the unknown function to some class (e.g., linear
functions) and under which the object of interest is known up to a finite-dimensional parameter
(e.g., a slope and intercept). The researcher estimates the parameter (and hence the object of
interest) by minimizing a data-dependent criterion function (e.g., sum of squared residuals) that
describes how well the model fits the data.

The researcher wants to report how much their conclusions about the object of interest depend
on their assumption about the form of the unknown function. To this end the researcher specifies
a nesting model that broadens the function class, ideally to include all economically reasonable
forms (e.g., all smooth, downward-sloping functions). We define the sensitivity of the researcher’s
estimate as the extent to which it is possible to increase or decrease the researcher’s estimate of
the object of interest, without increasing the criterion function, by choosing an alternative function
from the nesting model.

We introduce an LLM-assisted workflow to assess sensitivity. The workflow consists of a generic
LLM prompt and an associated Python library, together called DirectedSensitivity. The work-
flow takes advantage of modern LLMs’ capabilities in mathematics and numerical methods.

To use the workflow, the researcher declares the object of interest, the nesting model (including
any constraints on the unknown function), the criterion function, and the working model (which
restricts the nesting model). In our default implementation, the researcher makes these declarations
via mathematical statements in a Markdown file; alternatively they may be declared by (and then
inferred from) the researcher’s code. Having declared these elements, the researcher invokes the
workflow.

The workflow begins by searching for an exact solution. For some problems, such solutions are
known within the economics literature, as for the case of extremal demand curves considered by, for
example, Kremer and Snyder (2018) or Kang and Vasserman (2025]). For other problems, solutions
are not known within the economics literature, but are available using techniques adapted from
other fields. In our experience, even when the workflow does not find an exact solution, it is often
able to find a functional form implying meaningful sensitivity.

If the workflow does not find an exact solution, it searches for an approximate solution. It does

so by parameterizing a finite-dimensional basis model that relaxes the working model but remains

an average of 3.4 such forms per paper. In 32 of these articles at least one assumed form is “conventional” (logistic,
Gaussian, linear, CRRA, etc.); in 17 of these articles every assumed form is conventional. Of the 32 articles, 14 report
some kind of sensitivity analysis, showing sensitivity to an average of 1.8 alternative forms, of which 0.7 are themselves
conventional, and which vary on average 1.5 of the 3.6 forms assumed in the model. None of these articles reports
estimates of bounds on an object of interest that hold over a rich class of functional forms. See Online Appendix
Table [1| for additional details.


https://github.com/JMSLab/DirectedSensitivity

consistent with the nesting model. Parameterizing a finite-dimensional relaxation enables the LLM
to take advantage of the associated Python library, which hands the problem to a numerical solver.
The solver attempts to solve the sensitivity problem across the portion of the nesting model spanned
by the basis model.

We design the numerical search to be computationally frugal. The researcher declares a maxi-
mum number of calls to the object of interest or criterion functions. When the solver reaches the
maximum tolerated number of function calls, the library terminates. The library prioritizes solvers
that keep the criterion function at or below that of the estimated working model across all major
solver stepsE| As a result, as long as the solver moves away from its starting parameters, early
termination yields a verifiable lower bound on sensitivity.

In our experience, the two steps of the workflow are complementary. In the first step, the
LLM learns the mathematical structure of the problem, and locates related knowledge in other
disciplines. In the second step, the LLM uses this understanding to parameterize a basis function
that is amenable to numerical optimization.

We illustrate the workflow with an application to [Einav et al.| (2010). |Einav et al.| (2010)
estimate the welfare cost from underinsurance due to adverse selection in an employer-sponsored
health insurance plan. Under their given assumptions, this welfare cost is fully determined by
demand and cost functions. Einav et al.|(2010) assume that demand and cost functions are linear
and estimate them via linear regression. In an appendix, Einav et al.| (2010) report sensitivity to
particular alternative forms for the demand function.

In our application, we instead explore sensitivity to the set of all demand functions consistent
with the economic restrictions that Einav et al| (2010, Section II) describe, plus an additional
(unstated) restriction that the marginal cost of an insurance plan is nonnegative. The resulting set
of demand functions is rich in many respects, including that it is infinite-dimensional. Although
related to other problems with a known solution, we are not aware of a published solution to the
problem we study within the economics literature.

The workflow shows that the welfare cost is sensitive to the shape of the demand function. In
the first step, the workflow solves the problem analytically, and shows that the solution can change
the estimated welfare cost by a factor of around 2.8 in either direction without compromising fit.
The analytic solution proceeds by a change of variables that rewrites the area between demand
and marginal cost (a curve that itself depends on demand) as the area between demand and a
reference curve that does not depend on demand. The solution then turns the economic restrictions
into monotonicity conditions and collapses the infinite-dimensional problem into a one-dimensional
problem. The workflow verifies its analytic solution using Lean (De Moura and Ullrich, [2021)), an
open-source proof verification library.

Although in this application the second step is made redundant by the first, we still apply the

second step of the workflow for illustration. The second step proposes a basis model expansion

2Such solvers are used in engineering applications, when respecting feasibility constraints may be necessary for an
early termination to yield valuable knowledge (Parkinson et al.l[2013, Ch. 8). As a default that is practical in many
applications, we implement a variant of the Generalized Reduced Gradient algorithm (Lasdon et al., [1978]).



around the linear working model. The expansion is parameterized as a relaxation of the form of the
semi-elasticity implied by the working model. Parameterizing the relaxation directly in terms of
the semi-elasticity facilitates enforcing properties such as that demand slopes downward. Searching
over the parameters of the basis model, a numerical solver is able to achieve sensitivity 99.9 percent
as great as the analytic solution.

The extremal demand functions that lead to the greatest increases or decreases in the estimated
welfare cost are quite dramatically curved, and appear to us (and, we suspect, many economists) as
implausible. We view this as a feature of the workflow because it exposes the fact, in this and other
applications, that there are likely implicit economic restrictions—restrictions that are believed by
researchers, but not stated explicitly in research. By exposing extremal functions that violate these
implicit restrictions, the workflow can help a researcher to make these restrictions explicit. We
illustrate by showing how the sensitivity of the estimated welfare cost changes if we adopt the form
of restriction proposed by Kang and Vasserman (2025).

Our main contribution is a practical, often fast procedure for computing (a lower bound on) the
sensitivity of structural estimates to functional form choices. We emphasize practicality because
structural estimation often imposes a large computational burden, and we do not believe researchers
will adopt procedures that greatly increase this burden. We adopt an approach that searches within
a large function class because we think that in many economic applications, it is more reasonable
to require functions to be in such a class than to suppose that they take on one of a small number
of conventional parametric forms.

Several existing papers propose procedures for calculating sensitivity (or close analogues) exactly
over some class of unknown functions (e.g., [Bonhomme and Weidner} 2022} Kang and Vasserman),
2025; |Ansari et al., [2026)). Schennach| (2014) considers the goal of bounding an object of inter-
est under a nesting model that is defined through moment conditions involving a latent variable.
Christensen and Connault| (2023) consider the goal of allowing for the set of all latent-variable
distributions in a divergence neighborhood of a working model. Both papers use convex duality
techniques to collapse an infinite-dimensional problem to a finite-dimensional problem. Our ap-
proach is not restricted to latent-variable distributions and leverages modern LLMs unavailable at
the time these articles were published. Perhaps reflecting the computational burden these methods
impose, few applied articles in peer-reviewed journals appear to have implemented either approach;
for an exception, see |De Silva et al.| (2023).

A large literature (Leamer, [1983; Manski, 2003; Tamer, 2010; Matzkin| |2013) argues for exposing
the role of arbitrary shape and other restrictions by peeling them back in layers (see esp. Tamer
2010). Despite (what we consider to be) a compelling logic, these recommendations are not typically
followed in empirical practice. We hope that introducing a workflow that leverages modern LLMs
can allow more researchers to take advantage of this perspective without the technical expertise of
its prominent (human) advocates.

The remainder of the paper proceeds as follows. Section [2] sets up the sensitivity problem and

defines our workflow. Section 3| shows our application to |[Einav et al.| (2010).



2 Setup and Workflow

2.1 Sensitivity

A researcher is interested in a scalar-valued object of interest ¢ € R. Under a nesting model
specified by the researcher, ¢ = ¢(v), for v € N an unknown and possibly infinite-dimensional
parameter. The space N encodes economic restrictions on the unknown parameter, for instance
shape restrictions like monotonicity or convexity.

The researcher observes some data. Given the data and any candidate parameter v € N, the
researcher can compute a data-dependent criterion function ¢ () that describes the fit of the nesting
model to the data at the candidate parameter v.

The researcher specifies a working model A C A that restricts the unknown parameter to a
finite-dimensional subset of the nesting model. We denote a generic value of the working model’s
parameters by o € A C N. The researcher estimates the working model by minimizing the criterion

function, obtaining an estimate ¢ (&) of the object of interest, where

& € argmin g («)
acA
is a minimizer of the criterion function within the working model. We assume for ease of exposition
that such a minimizer exists, but do not assume it is unique.

We define the sensitivity under the nesting model as

sup lc(v) —c(&)]. (1)
{reN:q(v)<q(a)}
Sensitivity is the extent to which it is possible to change the estimate for the object of interest
without compromising fit to the data relative to a best-fitting parameterization of the working
model.
Depending on the economic setting, we may be especially interested in changes that decrease
or increase the object of interest relative to the estimate under the working model. We define the

lower sensitivity under the nesting model as

sup c(@) —c(v) (2)
{veN:4(v)<d(@)}

and the upper sensitivity under the nesting model as

sup c(v)—c(a). (3)
{reN:4(v)<q(a)}

Sensitivity is the maximum of lower sensitivity and upper sensitivity .



2.2 Workflow

Algorithm [I] summarizes an LLM-assisted workflow for computing a lower bound on sensitivity
under the nesting model . The steps for the directional counterparts, and , are analogous.

In its first step, the workflow attempts an analytic solution to the sensitivity problem. If it
solves the problem analytically, the workflow stops. Otherwise, the workflow attempts to provide a
problem reduction (such as from an infinite-dimensional to a finite-dimensional problem) or infor-
mative bounds (by proposing specific parameters in the nesting model that obtain large deviations
in the object of interest without worsening fit) using analytic methods. Regardless of its success in
these efforts, if it has not fully solved the problem analytically, the workflow proceeds to a second

step.

Algorithm 1 Lower bound on sensitivity (LLM workflow)

e Inputs:

— Nesting model N/
— Working model A
Object of interest ¢ (-)

— Criterion function ¢ (-)
o Attempt to solve analytically.

— If solved, terminate.
— If not solved, attempt each of the below analytically and then move to the next step:

* Reduce to a finite-dimensional problem.
* Provide informative bounds on .

e Develop a suitable basis model B using context from the preceding step.

e Apply Algorithm [2| to approximate the solution to (4)).

In its second step, the workflow searches for an approximate solution to the sensitivity problem
using numerical methods. The workflow proposes a finite-dimensional basis model B that relaxes
the working model while respecting the nesting model: A C B € N. We denote a generic element
of the basis model by 8 € B C N. We define the sensitivity under the basis model as

sup [e(B) —c(a)] (4)

{BeB4(B)<q(a)}
with lower and upper sensitivity defined analogously to and . Sensitivity under the basis
model is a lower bound on sensitivity under the nesting model. The bound is tighter the better the

basis model approximates the nesting modelﬂ

3Indeed, converges to along any increasing sequence of basis models whose limit is dense in a topology under



The workflow uses numerical methods to arrive at a lower bound on sensitivity under the nesting
model. Algorithm [2]summarizes the generic approach. The researcher specifies a maximum number
of steps and a tolerance for convergence. For each problem, we start at the parameters 8 = a.
From this starting point, we take steps in basis model space. At each step, we find parameters that
increase or decrease the object of interest, while respecting the constraint that ¢ (5) < ¢(&). The
algorithm terminates when it either converges at the specified tolerance or reaches the maximum
number of steps. As a leading example implementation, Online Appendix Algorithm [I] presents a
variant of the Generalized Reduced Gradient algorithm.

Algorithm 2 Lower bound on sensitivity (numerical workflow)

e Inputs:

— Maximum number of steps L.

— Convergence tolerance e.
e Initialize:
- By =B =é.
— ¢y =cg =c(a).
e For (€ {1,...,L} do:
— Find 3, such that ¢, := ¢ (5[) < c¢,_, and cj(ﬂe_) < ¢ (&), if one exists; otherwise set
B, =B,_;and c, =c, ;.

— Find ,8; such that CZ =c (Bzr) > czr_l and (j(ﬁzr) < G (&), if one exists; otherwise set
5; = 5Z—1 and cZ = cZ_l.

— If solutions have converged at tolerance e, set ¢c; = ¢, and cJLr = CZ and terminate.

e Return lower bound on lower sensitivity ¢ (&) —c; , upper sensitivity CZ— —c (&), and sensitivity
max {c (&) — ¢, cf —c(a)}.

3 Application to Einav, Finkelstein, and Cullen (2010)

3.1 Problem Specification

Einav et al.|(2010) estimate the welfare cost ¢ from underinsurance due to adverse selection in an
employer-sponsored health insurance plan. Under the assumptions in |[Einav et al. (2010, Section
IT), this welfare cost is fully determined by demand and cost functions.

Under their working model, |[Einav et al.|(2010]) assume that demand and (average) cost functions
are linear and estimate them via linear regression, weighting by the number of employees purchasing

each plan. To represent the linear regression estimator in the setup of Section [2| we treat the

which both ¢ () and c¢(-) are continuous, provided {v € N : § (v) < § (&)} is the closure of {v € N : §(v) < G (&)}



criterion function as the employee-weighted sum of squared deviations between the observed and
predicted purchase shares at each of the six prices observed in the data.

Under the working model, |[Einav et al.[(2010)) estimate that the welfare cost ¢ is equal to 9.55.
We reproduce this value as 9.28 using the published (but rounded) data reported in Einav et al.
(2010, Table II).

We specify a rich nesting model based on the assumptions in [Einav et al. (2010, Section II).
The nesting model permits all continuous, differentiable, and downward-sloping demand functions
that are bounded to [0, 1] and cross marginal cost at most once from above. We further impose the
(unstated, but presumably implicit) requirement that the marginal cost is everywhere nonnegative.
And, to guarantee coherence of the authors’ working model, we suppose that all of these require-
ments must hold on a bounded interval of prices [0, ﬂ The nesting model maintains the working
model’s specification of a linear average cost function.

To invoke the workflow (Algorithm , we declare its inputs mathematically in a Markdown
template. The nesting model is the set of demand functions defined above. The working model
is the set of linear demand functions. The object of interest is the welfare cost ¢. The criterion
function is the sum of squared deviations.

Figure[I|reproduces the key portions of the filled template. The template is filled in natural lan-
guage, interspersing plain English, math, and references to data files. An LLM is then instructed
to follow a prespecified workflow using the information in the template. Online Appendix Fig-
ure [I] reproduces the complete filled template, which includes additional definitions and illustrative

examples that we omit from Figure [1] for brevity.

3.2 Analytic Solution

The first step of the workflow is to attempt to solve analytically. In our execution (using Claude
Opus 5.5), the workflow succeeds in this step. The analytic solution rests on a change of variables.
The welfare cost is the area between demand and marginal cost, but marginal cost itself depends
on demand. The change of variables re-expresses the welfare cost as the area between demand and
a fixed reference curve. In these coordinates the economic restrictions in the nesting model can
be represented as monotonicity conditions, and the infinite-dimensional search over demand curves
reduces to a one-dimensional problem that the workflow solves.

The workflow returns that lower sensitivity is 5.91 and upper sensitivity is 18.10. These findings
mean that, by deviating from the working model’s shape restriction, it is possible to increase or
decrease the estimated welfare cost ¢ by a factor of 2.8 without worsening the fit to the data.

It is possible to verify the workflow’s conclusions. First, for any proposed function, we can
simply calculate the criterion and object of interest implied by the function, and verify that the
criterion is no worse than under the working model. Second, for any analytic claim, the workflow
returns a proof and, optionally, verifies the proof using Lean. These steps corroborate the workflow’s

findings.

“Following [Einav et al.| (2010, Online Appendix Table A2) we take P = 800.



Problem specification

Fill out this Markdown file. After completing the verification steps
below, hand the filled Markdown file to an LLM instructed to fol-
low the workflow in WORKFLOW.md. Provide precise mathematical
definitions in each section unless instructed otherwise.

1. The nesting model

Define the nesting model A/, which encodes economic restrictions
on unknown parameters, including unknown functions.

Your version.

Throughout, the primitive v is the demand curve D(p). The cost
parameters (v, d) are fixed. They give the average cost curve
AC(p) = v + dp and the marginal cost curve

D(p)

MC(p) = AC(p) + 5D’(p)‘

N is the set of demand curves D : [0,800] — [0, 1] that satisfy
the following properties:

o Continuous and differentiable.

 Strictly decreasing: D’(p) < 0 for all p € [0, 800].

e Bounded: 0 < D(p) <1 for all p € [0, 800].

« Single crossing of marginal cost and demand: if MC(p) > p
for some p € [0,800], then MC(p’) > p’ for all p’ € [0, p).

o There exists p € [0,800] with D(p) > 0 and MC(p) < p for
all p € (p, 800].

« Nonnegative marginal cost: MC(p) > 0 for all p € [0, 800].

The cost parameters (v, d) are given in ‘Location of data, code,
and estimates’.

2. The working model

Define the working model A C N. Give its parameters, their
domain, and the map from parameters to primitives.

Your version.

A is the linear-demand family
A={Dap(p)=a+bp: Dap € N},
with parameters (a,b) mapping to the primitive Dq .

3. The object of interest

Define the object of interest ¢(-) : N — R. It must be well-defined
and finite for every v € N.

Your version.

The competitive price pc is defined such that pc = AC(pc), and
the efficient price is the smallest price at which marginal cost is
met from below:

p5 = min ({p € [0,800] : p = MC(p)}).

¢(D) is the deadweight-loss area between demand and marginal
cost, from the competitive price pc to the efficient price pg,

D(pE)
¢(D) :/ [
D(pc)
Inverse demand D~(Q) is well-defined for all D € N because

D is strictly decreasing. Inverse demand and marginal cost are
bounded, so the integral exists and is finite for all D € N.

D™HQ) - MC(D™(Q))]dQ.

Figure 1: Abbreviated, filled problem-specification template for the |Einav et al.| 42010[) application

4. The criterion

Define the criterion ¢(v). The criterion is a data-dependent
measure of fit, where smaller values indicate a better fit. The
criterion must be finite and well-defined for every v € N.

Your version.

4(D) is the employee-weighted sum of squared share residuals at
the six observed prices,

6

Q(D) = " ni(si — D(py))*,

=1

where (p;,si,n;) are the observed price, share, and employee
count.

5. Computational constraints (optional)

State the largest number of evaluations of ¢(-) and ¢(-) you are
willing to spend, for when either is expensive. Fill in the blanks
below.

At most 100,000 evaluations of ¢(-) and at most 100,000 evalua-
tions of §(-).

6. Location of data, code, and estimates

Provide the location of data inputs. Provide the location of code
that implements the object of interest and criterion (or numerical
approximations of these functions). Provide the values of any
parameters referenced in the prior sections. Provide the location
or values of the parameters estimated under the working model.

Your version.

* {(Pi, Siy nl)}?:l
EFC2010_table2.csv.

e ¢(D) and (D) source/analysis/EFC2010/
specification.py:{Target,Criterion}.

« Demand estimates (&, b) and cost estimates (7, §) — output/
analysis/EFC2010/replicate.txt.

source/raw/EFC2010/data/

7. Consistency and completeness checklist

After you complete the template, ask your LLM to verify the
following prior to launching the workflow:

X ‘The nesting model’, ‘The working model’, ‘The object of
interest’, and ‘The criterion’ are each filled with precise
mathematical definitions.

X The nesting model N is non-empty.

X The working model is a genuine subset of the nesting model,
A C N, and is finite-dimensional.

X The object of interest ¢(v) is well-defined and finite for every
ve~N.

X The criterion §(v) is well-defined and finite for every v € N.

X Every data or code symbol used in ‘The nesting model’
through ‘Computational constraints’ is resolved in ‘Loca-
tion of data, code, and estimates’.

8. Workflow configuration

Should the LLM attempt a Lean formalization of mathematical
claims? Formalization may add time and token cost, and is not
required to verify numerical certificates.

X Yes
O No



Figure [2] illustrates the findings graphically. Following Figure V of Einav et al| (2010)), each
panel plots the proposed demand function, estimated average cost function, and implied marginal
cost function. The area of the shaded region corresponds to the welfare cost c¢. Panel (a) uses
the linear demand curve estimated under the working model. Panel (b) uses a demand curve that
(nearly) attains the infimum of the welfare cost. Panel (c) uses a demand curve that (nearly) attains
the supremum of the welfare cost.

Figure [2| provides an intuition for the sensitivity of the welfare cost. The welfare cost is the area
between demand and marginal cost. Therefore, a demand curve that most decreases (increases) the
welfare cost bends in such a way that it is as close to (far from) the implied marginal cost curve as
possible. A demand curve that does so without worsening fit must bend sharply at specific points
to thread the data precisely.

Figure [3| reproduces the authors’ original sensitivity analyses, which include two alternative
conventional functional forms—probit demand and quadratic demand—as well as two restrictions
on the working model. Across these sensitivity analyses, the estimated welfare cost ranges from 3.27
to 11.28, as against 3.37 through 27.37 under the analytic bounds. Thus, relative to the workflow,
the authors’ sensitivity analysis achieves a lower lower bound (because it does not require fit as
good as the working model), but also a lower upper bound.

Some economists (ourselves included) might regard the demand functions exhibited in panels
(b) and (c) of Figure [2| as economically implausible, despite their being consistent with the stated
assumptions in [Einav et al. (2010, Section II). A researcher encountering these possibilities might
be inclined to state (and, perhaps, defend) additional restrictions on the class of demand functions.

We regard this dialogue between assumptions and conclusions as a feature of the workflow,
because we suspect that in many situations economists choose shape restrictions based on unstated
assumptions that could be usefully surfaced for their audience. To illustrate this possibility, Figure
shows (nearly) extremal curves under restrictions on the curvature of the demand function in
the spirit of those considered in Kang and Vasserman! (2025). FEach column corresponds to a
successively looser bound on the curvature of the demand function. The top row corresponds to
demand functions that (nearly) minimize the estimated welfare cost, the bottom to functions that
(nearly) maximize it. As we loosen the bound on curvature, we move from the working model (left

column) to the analytic solution (right column).

3.3 Numerical Bound

Although the workflow’s first step succeeds, we proceed for illustration with the second step, which
approximates sensitivity using a basis model expansion (Algorithm . In our execution, the work-
flow proposes a basis expansion (see Online Appendix that is parameterized as a relaxation of
the functional form of the semi-elasticity implied by the working model. The workflow implements
Online Appendix Algorithm [I] to find the parameters of the basis model that most change the
welfare cost without sacrificing fit.

The numerical procedure performs well. Online Appendix Figure [2|shows that, against the exact

10



Figure 2: Sensitivity of the welfare cost in [Einav et al. (2010) to alternative demand functions,
analytic solution
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Notes: Each panel plots a demand function, the estimated average cost curve, and the implied marginal cost curve,
as in Figure V of |[Einav et al.| (2010), with the area of the shaded region denoting the implied welfare cost due to
adverse selection. Panels differ in which demand function they use. Panel (a) uses the linear demand function implied
by the estimated working model. Panel (b) uses a demand function that (nearly) attains the infimum of the welfare
cost. Panel (c) uses a demand function that (nearly) attains the supremum of the welfare cost.
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Figure 3: Sensitivity of the welfare cost in [Einav et al. (2010) to alternative demand functions
considered by the authors
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Notes: Each panel plots a demand function, the estimated average cost curve, and the implied marginal cost curve, as
in Figure V of |[Einav et al.| (2010), with the area of the shaded region denoting the implied welfare cost due to adverse
selection. Panels differ in which demand function they use. Panel (a) uses the linear demand function implied by the
estimated working model. The remaining panels use demand functions corresponding to the four sensitivity analyses

reported in [Einav et al.| (2010, Online Appendix Table A2). Values differ slightly from those reported in |[Einav et al.
(2010)) due to rounding.
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analytic solution, the algorithm recovers 99.9 percent of the attainable upward movement and 96.1
percent of the downward movement, starting from the working model. Thus, in this application,
it is possible to learn a lot about the sensitivity of the object of interest without relying entirely
on the analytic solution. Although our execution uses a basis model with eight parameters, even
a basis model with fewer parameters is able to certify a large portion of the true sensitivity (see
Online Appendix Table .

When considering a generalization of their working model, it is common for researchers to select
the best-fitting element of the more general model, by re-estimating their model under the more
general speciﬁcationﬂ Within our setup, such a procedure is akin to estimating the (parameters of
the) basis model. Point-estimation under the basis model requires that the criterion be sufficiently
informative for the minimizer to be unique (and thus, for instance, that the number of parameters
in the present application be no larger than six), which our approach does not require. Moreover,
estimating the basis model need not solve . Online Appendix Figure [2| shows that, in our
application, a best-fitting basis model attains only 12.1 percent of the sensitivity under the full
basis model.

The numerical procedure is not computationally demanding. It achieves its lower bound within
2,040 evaluations of the criterion function and 1,000 of the object of interest. Even if each function
evaluation were expensive (which it is not in this application), the resulting computation would
remain practical. Moreover, Online Appendix Figure [3| shows that the procedure certifies a large
portion of the sensitivity before termination. Thus, in this application, it is possible to learn a lot
about the sensitivity of the object of interest even with a smaller budget of function evaluations

than we used in our execution.
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A Functional Forms and Sensitivity Analyses in Structural Articles

Online Appendix Table 1: Functional forms and sensitivity analyses in structural articles

Article

|Aguirregabiria et al.|(2025)

|Allcott et al.|(2025)

[Alvarez et al.|(2025)

|Amodio et al.|(2025)

|Atkeson et al.|(2025)

[Benetton et al.|(2025)

[Berndt et al.|(2025)

[Bonfim et al.|(2025)

[Bornstein and Peter|(2025)

|Choukhmane|(2025)

|Chyn and Daruich|(2025)

(2025)

|Doraszelski et al.|(2025)

Parametric forms Sensitivity
Bound over
# forms # conventional # forms # alternatives # conventional rich class?
3 3 0 0 0 No
saver deposit-choice utility, logit with linear characteristics index.
0 0 0 No
bias and nudge-effect heterogeneity, joint normal.
0 No
price-change hazard, nonparametric mixed proportional hazard.
1 1 0 No
firm entry cost, square-root in entrant rank; alternative, Weibull across markets.
5 4 0 0 0 No
household utility, log utility.
4 4 2 1 0 No
worker utility, Cobb-Douglas goods-land; alternative, goods only.
4 4 0 0 0 No
borrower taste shocks, nested logit.
1 0 No
bank asset value, Brownian diffusion with Poisson exponentially distributed downward jumps.
3 3 0 0 0 No
firm credit demand across banks, Dixit-Stiglitz CES.
3 1 1 1 0 No
consumption utility, CED shifted power; alternative, Kimball (Klenow-Willis).
4 4 1 1 1 No
consumer utility, CES; alternative, imperfect substitution.
3 2 2 2 0 No
switching cost, fixed additive utility cost; alternative, proportional to earnings.
7 6 1 No
neighborhood spillover, power of mean resident income; alternative, CES power mean.
1 1 1 No
worker taste shocks, logit; alternative, nested logit.
2 1 0 0 0 No
cash flow, additive components with Gaussian shock.
2 No

firm-level labor supply, constant elasticity with round-number jump; alternative, linear in wage.

'E-mail: iandrews@mit.edu, sessigaberg@g.harvard.edu, jesse_shapiro@fas.harvard.edu.



Parametric forms Sensitivity

Bound over
Article # forms # conventional # forms # alternatives # conventional rich class?

L1

(2025 3 2 1 1 0 No

attention probability, constant Bernoulli; alternative, varying with months since sign-up.

|Gagliardone et al.|(2025) 5 3 3 3 0 No
firm production technology, Cobb-Douglas; alternative, translog.

|Gaubert et al.|(2025) 4 4 0 0 0 No
location preference distribution, logistic with skill-dependent mean.

|G6mez-Cram and Lawrence|(2025) 2 2 0 0 0 No
cash flow growth process, Gaussian linear AR(1) with log-Gaussian stochastic volatility.

|Gourinchas et al.|(2025) 4 3 0 0 0 No
bond investor demand, affine in log bond price with exponential maturity profile.

|Greenwald and Guren|(2025) 6 5 0 0 0 No
landlord ownership-benefit heterogeneity, logistic.

|Gulesci et al.|(2025) 2 2 0 0 0 No
taste shocks, logit.

|Haanwinckel| (2025) 0 No
task-based production, exponential worker efficiency with Gamma task mix.

|[Haddad et al.|(2025) 2 2 0 0 0 No
investor stock demand, Koijen-Yogo log-linear logit.

|JTha and Leslie|(2025) 1 1 0 0 0 No

unit fuel-use function, linear with start-up/running fixed terms.

(2025 3 2 1 1 1 No

production function, Leontief over Cobb-Douglas composite; alternative, Cobb-Douglas.

6 6 0 0 0 No

household deposit-in-utility, power function.

3 > 1 3 1 No
saver bonds-in-utility, quadratic; alternative, log.

2 2 : 2 1 No
firm cost function, linear; alternative, quadratic.

|Shepard and Wagner|(2025) 1 1 1 2 2 No
insurance demand, piecewise-linear; alternative, CARA utility.

|Stanton and Thomas|(2025) 3 3 0 0 0 No
buyer consideration set size distribution, exponential.

|Starc and Wollmann|(2025) 3 3 0 0 0 No

buyer demand for generic drugs, nested logit.

Notes: Rows correspond to articles published in the 2025 American Economic Review that report estimates of the parameters of a model of
economic agents’ behavior fitted to data and use the estimated model to compute counterfactuals or welfare; articles whose parameters are only
calibrated, and articles whose primary contribution is a method, are excluded. A parametric form is an unknown function or distribution that
the baseline specification restricts to a finite-dimensional family and whose parameters the article estimates. A form nested inside another, such
as an aggregator inside a utility function, counts once, and objects the article estimates nonparametrically are not counted. A form is
conventional if it is linear, quadratic, logit (including nested and mixed logit and type-1 extreme value shocks), Gaussian (including probit),
log-normal, CES, Cobb-Douglas, CRRA or isoelastic (including log utility), exponential (including Poisson arrivals), Pareto, or Fréchet. Under
“Sensitivity” an alternative is a different functional form for one of the baseline forms, under which the article recomputes and reports its
counterfactual or welfare quantity, in the article or in an online appendix that the article references. “# forms” under “Sensitivity” counts the
baseline forms varied by any alternative, and “# conventional” counts the alternatives that are conventional. “Bound over rich class?” is Yes if
the article reports bounds on a target quantity that hold over a rich or nonparametric class of functional forms. The second row for each article
names one baseline form and, where the article reports one, the alternative form it is varied to. Alternatives that are special cases of the baseline
form are excluded throughout. Each article was coded by Claude Fable 5.1 (high effort), which received the article PDF together with a fixed
coding protocol and returned each classification with verbatim supporting quotes. We refined the protocol by comparing the model’s coding with
our own on a subset of articles, and spot-checked the final coding.



B Numerical Algorithm for Lower Bound on Sensitivity

Online Appendix Algorithm 1 Variant of Generalized Reduced Gradient

e Inputs:

— Maximum number of steps L.

Convergence tolerance € and stationarity tolerance €.
— Basis model B = {f,, : w € Q} with coordinates w € Q C R™, and @ such that g; = &.
— Constraint functions g (w) € R’ that represent 3, € N as g (w) > 0.

€ RAIm)xdim(Q) that may depend on w € Q.

Positive definite matrix M (w)

— Initial step size tg > 0, growth factor n > 1, backtracking factor p € (0,1), caps K; on
trial steps and K, on corrections, and correction margin a > 0.

e Notation: gradients Ve, Vg, and Vg; are with respect to w and, like g and M, are evaluated
at the current point. For margin b > 0, F; (w) is the set of moves d that satisfy the fit and
nesting constraints linearized at w, each with slack b in the M-norm:

G(Bo) +V3q'd<q(&) =0[IVily, g5 W)+ Vg d=blIVgjll- for all j.

e For each direction s € {+1,—1} do:

— Set wyg = w.
— Forte{1,...,L} do:
* Form the predictor direction d, the move that best ascends sc within the linearized

constraints,

1
d=arg max sVe'd—=d' Md.
deFo(we—1) 2
s If no such d exists or sVe'd < €, stop.
* For each trial step t € {to,pto, cee pKt*ltO}:
- Set y = w1 +td/ ||d].
- Correct y: while g (y) > 0 or ¢ (8y) < ¢ (&) fails, at most K, times, set y < y+A
with
. 1. T
A =arg min -A'MA.
Aefa(y)

- Ifg(y) >0, 4(By) < ¢(&), and sc(By) > sc (/sz_l), accept ¢t and stop; set
to «+ nt if t was the first trial, else ty < t. Reject y if any of these cannot be
evaluated.

x If no trial step is accepted, stop.
x Set wp=y. If s (c (Bu,) — € (ﬁwfl)) < €, stop.
— Set ¢® = ¢(f,) at the last w reached.

e Return lower sensitivity c(&) — ¢, upper sensitivity ¢™ — c(&), and sensitivity
max {c (&) —c¢~,ct —c(a)}.
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C Basis Model Expansion for the Application to Einav, Finkelstein, and
Cullen (2010)

An LLM proposed the basis model below, including the numerical pegs and the dimension, based
on information in Online Appendix Figure 1] and the results of its exploration in the first (analytic)
step of Algorithm Because in our execution the workflow succeeds in the first step, we used

additional (ad hoc) prompts to request this basis model for illustration purposes.
e Throughout, the domain of all functions is p € [O,ﬂ.
e The average cost curve is AC (p) = v + dp. The competitive price pc solves pc = AC (po).

e Marginal cost MC (p) relates to average cost AC (p) and demand D (p) through MC (p) =
AC (p) + 6D (p) /D' (p).

e Parameters are § = (6g,0;) € R? and t = (t1,...,tx) € RE where K < 6. The basis model is
B= {D (:0,t): 0 cR%t € RK} NN, with generic element 3 = D (-;6,¢). Demand is linear
when t =0, and & = D (-;é,()).

— Hj (p) is defined as

p— Pr
S| —— P._ 1 <p<P
(Pk_Pk_1)7 k—1>P > Iy,
Hep)={1-g(-L=2 \ p<p<p,, S =223-20),
Pyy1 — P
0, otherwise,

where the knot set (P, ..., Px) consists of the first K elements of the tuple (pc, p2, ..., ps),
sorted so that P, < --- < Pg. At the ends, Hy (p) =1 for p < P; and Hk (p) = 1 for
p > Pk.

— A(p;0,t) is defined as
K
A(p;0,t) =0 (01 (in (93 01)) + Y tHy, (p)>
k=1

where i (p;61) =6 (P + (v/6 — P) o (61) — p) /AC (p) is the gap between average and
marginal cost (expressed as a share of average cost) under the linear demand curve and
o(x) =1/(1+ e ") is the logistic function.

— Demand is given by

D (p;0,t) = ™ exp ( /Op AC (z;sj?z; 0, t)) '

e The parameters satisfy the following constraints:
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- 0y <0.

- A(p;6,t) — (1 — p/AC (p)) crosses zero at most once, from below, over p € [0, P].
e The expansion uses the following numerical pegs:

— P = 800.
~ (p2,...,ps) = (384,800, 0,520, 425) .

D Additional Results for the Application to Einav, Finkelstein, and Cullen
(2010)

Online Appendix Table 2: Share of the analytic sensitivity of the welfare cost in |Einav et al.|(2010)
recovered, by dimension of the basis model

Number of Fraction of lower Fraction of upper Fraction of total

parameters sensitivity sensitivity sensitivity
(working model) 2 0.000 0.000 0.000
4 0.170 0.986 0.986
6 0.201 0.989 0.989
(proposed basis model) 8 0.961 0.999 0.999

Notes: The first row is the working model itself. Each subsequent row relaxes it to the basis model (see Online
Appendix |C)) at the stated number of parameters. The fractions of lower and upper sensitivity are the decrease and
increase in the welfare cost relative to the working model, divided by the lower and upper sensitivity from the analytic
solution, respectively. The fraction of total sensitivity is the larger of the two deviations, divided by the sensitivity
from the analytic solution. Deviations are computed by running Online Appendix Algorithm [I] from the working
model in each direction. The algorithm uses L = 1000, € = 107%, ¢, = 1075, ¢ = 0.5, n = 2, p = 0.5, K; = 50,
K, =25,a=10"% and M = G+ A with A = 1072, where G is the Gauss-Newton matrix of ¢ and A is its diagonal
floored at ¢ = 107 times its largest entry.
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Problem specification

Fill out this Markdown file. After completing the verification steps
below, hand the filled Markdown file to an LLM instructed to fol-
low the workflow in WORKFLOW.md. Provide precise mathematical
definitions in each section unless instructed otherwise.

The object of interest c(v) € R depends on an (unknown) param-
eter v € N, where the space N is the nesting model and may
be infinite-dimensional. The data-dependent criterion §(v) € R
describes the fit of the nesting model to the data. The work-
ing model is a finite-dimensional subset A of A/. The working
model’s fit is mingea (), and the baseline estimate & € A is
the minimizer.

The objectives of this template are:

1. Precisely define the following objects:
o The nesting model N,
o The working model A,
« The object of interest c(-), and
o The criterion §(-).
2. Specify the location of data, code, and estimates.

1. The nesting model

Define the nesting model A/, which encodes economic restrictions
on unknown parameters, including unknown functions. Define the
domain and range of all unknown functions formally. Specify any
restrictions on the function class, such as continuity and shape
restrictions. The nesting model may also include a finite set of
other known or unknown parameters. Define the domain or values
of these parameters.

Example. The nesting model NV is the set of all demand functions
D : [Py, Pi] — [0,1] that are:

o Continuous, and
o Strictly decreasing.

The bounds Py and P; are given in ‘Location of data, code, and
estimates’.

Your version.

Throughout, the primitive v is the demand curve D(p). The cost
parameters (v, d) are fixed. They give the average cost curve
AC(p) = v + dp and the marginal cost curve

D(p)
D'(p)’

MC(p) = AC(p) + 6

N is the set of demand curves D : [0,800] — [0, 1] that satisfy
the following properties:

« Continuous and differentiable.

o Strictly decreasing: D’(p) < 0 for all p € [0, 800].

¢ Bounded: 0 < D(p) <1 for all p € [0,800].

« Single crossing of marginal cost and demand: if MC(p) > p
for some p € [0,800], then MC(p') > p’ for all p’ € [0, p).

« There exists p € [0,800] with D(p) > 0 and MC(p) < p for
all p € (p, 800].

« Nonnegative marginal cost: MC(p) > 0 for all p € [0,800].

The cost parameters (v, d) are given in ‘Location of data, code,
and estimates’.

2. The working model

Define the working model A C N. Give its parameters, their
domain, and the map from parameters to primitives.

21

Online Appendix Figure 1: Complete, filled problem-specification template for the [Einav et al)
(2010) application

Example. The working model is the isoelastic family

A ={Dq(p) = exp(a —blog(p)) : b > 0,a < blog Py} .

Parameters a and b map to the primitive a = D, € A.
Your version.

A is the linear-demand family
A={Das(p)=a+bp:Dap € N},
with parameters (a,b) mapping to the primitive Dq .

3. The object of interest

Define the object of interest ¢(-) : N'— R. It must be well-defined
and finite for every v € N.

Example. Writing v = D, the object is the loss in consumer
surplus from a price increase Py — Pi:

«0)= [ D

Py

Since D € [0,1] on the bounded interval [Py, P1], the integral lies
in [0, P\ — Py] and is finite for every D € N.
Your version.

The competitive price pc is defined such that pc = AC(pc), and
the efficient price is the smallest price at which marginal cost is
met from below:

pE = min ({p €1[0,800] : p = ]\lC(p)})‘

¢(D) is the deadweight-loss area between demand and marginal
cost, from the competitive price pc to the efficient price pg,

D(pE)
=[]
D(pc)
Inverse demand D~(Q) is well-defined for all D € N because

D is strictly decreasing. Inverse demand and marginal cost are
bounded, so the integral exists and is finite for all D € N.

D7(Q) ~ MC(D™'(Q)]dQ.

4. The criterion

Define the criterion ¢(v). The criterion is a data-dependent
measure of fit, where smaller values indicate a better fit. The
criterion must be finite and well-defined for every v € N.

Example. With observed shares s; at prices p; € [Py, P1], for
i=1,...,n,

n

i) =3 (s~ D).

i=1

This evaluates D € [0, 1] at finitely many points, so it is finite
for every D € N. The shares s; and prices p; are given under
‘Location of data, code, and estimates’.

Your version.

G(D) is the employee-weighted sum of squared share residuals at
the six observed prices,

(D) => " ni(s: — D(pi))”,



Online Appendix Figure |1| (continued)

where (p;,si,n;) are the observed price, share, and employee
count.

5. Computational constraints (optional)

State the largest number of evaluations of ¢(-) and ¢(-) you are
willing to spend, for when either is expensive. Fill in the blanks
below.

At most 100,000 evaluations of ¢(-) and at most 100,000 evalua-
tions of §().

6. Location of data, code, and estimates

Provide the location of data inputs. Provide the location of code
that implements the object of interest and criterion (or numerical
approximations of these functions). Provide the values of any
parameters referenced in the prior sections. Provide the location
or values of the parameters estimated under the working model.

Example.

e {(pi,si)}iz1 — demand.csv, columns price and share.

¢ ¢(D) — implemented in consumer_surplus.py.

e ¢(D) — implemented in estimator.py.

« Py, Pi — equal 100, 200.

. d,l; parameter estimates - estimates.csv, columns
intercept and slope.

Your version.

o {(pi,si,ni) o, — source/raw/EFC2010/data/
EFC2010_table2.csv.
e ¢(D) and §(D) —  source/analysis/EFC2010/

specification.py:{Target,Criterion}.
¢ Demand estimates (&, b) and cost estimates (v, d) — output/
analysis/EFC2010/replicate.txt.

7. Consistency and completeness checklist

After you complete the template, ask your LLM to verify the
following prior to launching the workflow:

X ‘The nesting model’, ‘The working model’, ‘The object of
interest’, and ‘The criterion’ are each filled with precise
mathematical definitions.

X The nesting model N is non-empty.

X The working model is a genuine subset of the nesting model,
A C N, and is finite-dimensional.

X The object of interest c¢(v) is well-defined and finite for every
ve~N.

X The criterion §(v) is well-defined and finite for every v € N.

X Every data or code symbol used in ‘The nesting model’
through ‘Computational constraints’ is resolved in ‘Loca-
tion of data, code, and estimates’.

8. Workflow configuration

Should the LLM attempt a Lean formalization of mathematical
claims? Formalization may add time and token cost, and is not
required to verify numerical certificates.

X Yes
O No
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Online Appendix Figure 2: Sensitivity of the welfare cost in |[Einav et al. (2010) to alternative
demand functions, numerical lower bound

(a) Estimated working model (b) Minimum welfare cost
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Notes: Each panel plots a demand function, the estimated average cost curve, and the implied marginal cost curve, as
in Figure V of |[Einav et al.[(2010)), with the area of the shaded region denoting the implied welfare cost due to adverse
selection. Panels differ in which demand function they use. Panel (a) uses the linear demand function implied by
the estimated working model. Panels (b) and (c) use demand functions that result from applying Online Appendix
Algorithm |1} under the eight-parameter basis model described in Online Appendix Panel (b) uses the demand
function that attains the lowest welfare cost found. Panel (c) uses the demand function that attains the highest
welfare cost found. Panel (d) uses a demand function that minimizes the criterion function under the basis model;
the optimizer starts from the estimated working model. The implementation of Online Appendix Algorithm [I| uses
L =1000, e =105 ¢ =108t =05, n=2, p =05, K; = 50, K, = 25, a = 1073, and M = G + A\A with
A = 1072, where G is the Gauss-Newton matrix of ¢ and A is its diagonal floored at ¢ = 107° times its largest entry.
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Online Appendix Figure 3: Computational cost of the numerical lower bound on sensitivity in
Einav et al.| (2010)

(a) Minimum welfare cost
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Notes: Each panel shows the cumulative number of evaluations of the criterion function and object of interest function
used in applying Online Appendix Algorithm [I} under the eight-parameter basis model described in Online Appendix
for the application to . The horizontal axis is the welfare cost attained, as a share of the analytic
bound in the same direction, so 0 is the working model and 1 is the analytic bound. Each point is a feasible step
along the solver path. An evaluation of an analytic gradient or Jacobian counts as one call of the associated function.
The implementation of Online Appendix Algorithm uses L = 1000, e = 107%, ¢ = 1078, to = 0.5, n =2, p = 0.5,
K; =50, K, =25 a=10"% and M = G 4+ A\ with A = 1072, where G is the Gauss-Newton matrix of § and A is
its diagonal floored at ¢ = 107° times its largest entry.
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